
 

1 
 

Building a model to explain a phenomenon is not easy.  We can try to use intuition to select 

variables we think will be useful in predicting the response.  We might desire to create a model with 

many predictor variables to determine with more precision the response variable value for a given set of 

data.  However, variance always exists given that the relationship is statistical and not deterministic.  

The inclusion of many predictor variables will inevitably increase the coefficient of determination (R2 

value), or the total reduction in variability of the response variable.   

We also need to worry about multicollinearity and the R2 value when we are working with 

observational data.  Many of the predictor variables to study economic topics are related to one 

another.  We seek to reduce the data-based and structural multicollinearity to the best of our ability. 

I am seeking to find what attributes to the relative GDP of each Brazilian state.  Since I do not 

know the relationship between possible predictor variables and the relative GDP, I must choose a set of 

variables that I think would best explain the relationship.  This requires collecting data first to access the 

relationship between these variables and the relative GDPs.   

There are inherent challenges in collecting data.  It is a time-consuming process and just 

because you collect the data does not mean it is useful.  After spending hours mining data, this can be a 

little depressing.  It is important to consult experts (or be one) in the area you are researching prior to 

datamining.  When your predictor variables do not adequately estimate the variability in your response, 

it is important to divorce yourself from these variables and try again. 

One immediate challenge I encountered was finding data from the same year.  Initially I wanted 

to use “the most recent data” which I assumed would be from 2015, the year before.  However, after 

looking for data from 2015, I discovered that budget cuts prevented the Brazilians from conducting a 

census in that year.  The last census was in 2010.   

Even though I was confident that I could find all the data I needed from 2010, I knew that the 

Brazilian economic scenario was completely different six years ago.  I was not sure if the data from this 

year would be useful to explain the current variability of the response variable in 2017 and beyond. 

I obtained by data for the Brazilian state GDPs from Fundação Joaquim Nabuco and IBGE. 

I chose predictor variables under the assumption that foreign trade improves the relative GDP of 

each Brazilian states.  The states that trade more should have larger GDPs.  Out of the ten chosen 

predictor variable candidates, seven are quantitative and three are categorical.   

Here are the potential predictor variables, their type, measurement, and the source used to 

obtain the data: 

State contribution to 
national GDP 

Quantitative Year 2010, measured in R$ 
1,000,000 

IBGE 

Population Quantitative Year 2010, measured by 
individuals 

IBGE 

Municipalities Quantitative Year 2010, measured by 
individual municipalities 

Fundação Joaquim 
Nabuco 

Region  Qualitative Year 2010, the federal 
government identifies five 
regions (more details below) 

Fundação Joaquim 
Nabuco 
 

http://basilio.fundaj.gov.br/pesquisaescolar/index.php?option=com_content&view=article&id=878&Itemid=1
http://www.ibge.gov.br/estadosat/
http://www.ibge.gov.br/home/estatistica/economia/contasregionais/2010/default_xls_2002_2010_zip.shtm
http://basilio.fundaj.gov.br/pesquisaescolar/index.php?option=com_content&view=article&id=878&Itemid=1
http://basilio.fundaj.gov.br/pesquisaescolar/index.php?option=com_content&view=article&id=878&Itemid=1
http://basilio.fundaj.gov.br/pesquisaescolar/index.php?option=com_content&view=article&id=878&Itemid=1
http://basilio.fundaj.gov.br/pesquisaescolar/index.php?option=com_content&view=article&id=878&Itemid=1
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Foreign Border Qualitative Year 2010, border is defined 
as “yes” or “no” 

Consult any modern day 
geopolitical map of 
Brazil. 

Border with MERCOSUR 
country 

Qualitative Year 2010, border is defined 
as “yes” or “no”; MERCOSUR 
is defined as sharing a 
border with Argentina, 
Uruguay, Paraguay, or 
Venezuela.  Venezuela was 
admitted to MERCOSUR in 
2012, but its inclusion was 
considered important for the 
economic impact it could 
have had on border states 

Consult any modern day 
geopolitical map of 
Brazil. 

Foreign Presence Quantitative This is defined as the 
number of consulates in a 
given state.  This would 
probably be more 
meaningful if we exclude the 
Federal District. 

Wikipedia 

Ocean Port Quantitative The number of ports in the 
state (measured by various 
sources between the years 
2009 and 2015) 

Wikipedia 
 
 

River Port Quantitative The number of ports in the 
state (measured by various 
sources between the years 
2009 and 2015).  I also 
considered making the 
predictor variables for ocean 
and river port qualitative.   

Wikipedia 
 

Soy Quantitative The amount of thousand 
tons exported during the 
two harvests of year of the 
growing year 2010/2011.  

CONAB 

Corn Quantitative The amount of thousand 
tons exported during the 
two harvests of year of the 
growing year 2010/2011. 

CONAB 

 

Corn and soy account for about 80% of the grains produced in Brazil.  Soy has “immediate 

liquidity” since it is an international commodity while corn historically was used for internal supply 

(EMBRAPA). 

When I look for significance of “region”, I should be aware that the sample size of each region is 

very small.  There are 3 to 9 observations per group, with 9 for the Northeast being more the exception 

than the rule.  I suspect this variable might have been significant if we coded municipalities per region 

https://pt.wikipedia.org/wiki/Miss%C3%B5es_diplom%C3%A1ticas_no_Brasil
https://pt.wikipedia.org/wiki/Lista_de_portos_do_Brasil#Portos_mar.C3.ADtimos
https://pt.wikipedia.org/wiki/Lista_de_portos_do_Brasil#Portos_mar.C3.ADtimos
http://www.conab.gov.br/conteudos.php?a=1111&t=2&Pagina_objcmsconteudos=2#A_objcmsconteudos
http://www.conab.gov.br/conteudos.php?a=1111&t=2&Pagina_objcmsconteudos=2#A_objcmsconteudos
http://www.cnpms.embrapa.br/publicacoes/milho_7_ed/mercado.htm
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and used their relative GDP instead of that for the state.  If we opted to include this variable in the 

model, we would have included four dummy variables and chosen one baseline region. 

After looking at associations, I would also like to see if the deleted residual for the Federal 

District makes the point influential.  This unit is an anomaly in a few categories, especially in regards to 

the “foreign presence”. 

Finally, I understand that with more time I would have consulted original sources instead of 

using data from second-hand sources. 

 

 

I begin by a simple matrix plot of each variable regressed against the other.   

 

Visually we can identify a few associations between variables: 

 Population and number of municipalities 

 Population and state GDP 

 Soy and corn exports 
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Correlation: Population, Municipalities, GDP, Soy, Corn  

 
                    Population     Municipalities         GDP             Soy 

Municipalities           0.762 

GDP                      0.953           0.629 

Soy                      0.072           0.292           0.064 

Corn                     0.353           0.607           0.313           0.860 

 

Cell Contents: Pearson correlation 

 

To a lesser degree, associations exist between: 

 Foreign Presence and GDP 

 Soy and GDP 

 Corn and GDP 

Correlation: Foreign Presence, GDP, Soy, Corn  

 
                 Foreign Presence               GDP               Soy 

GDP                          0.357 

Soy                         -0.067             0.064 

Corn                        -0.032             0.313             0.860 

 

Cell Contents: Pearson correlation 

 

Below are the residual versus fits and Ryan-Joiner normality plots for state GDP and each 

possible predictor variable. 

GDP v. Population 

  

There are problems with the average and variation of the residuals.  We reject the null 

hypothesis that error terms have a normal distribution, concluding the opposite. 

 

 

 

 



 

5 
 

GDP v. Municipalities 

  

There are problems with the average and variation of the residuals.  An outlier also exists.  We 

reject the null hypothesis that error terms have a normal distribution, concluding the opposite. 

 

GDP v. Foreign Presence 

  

There are problems with the average and variation of the residuals.  Most of the data is grouped 

towards the extreme left of the plot.  Two outliers also exist.  We reject the null hypothesis that error 

terms have a normal distribution, concluding the opposite. 
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GDP v. Ocean Port 

  

The predictor v. fits plot is better for this variable.  The residuals appear to bounce randomly 

around the zero average line.   However, the variation could improve and there is one outlier.  We reject 

the null hypothesis that error terms have a normal distribution, concluding the opposite. 

 

GDP v. River Port 

 

There are problems with the average and variation of the residuals.  We reject the null 

hypothesis that error terms have a normal distribution, concluding the opposite. 
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GDP v. Soy 

  

There are problems with the average and variation of the residuals.  The residuals fan upward as 

fitted values increase.  We reject the null hypothesis that error terms have a normal distribution, 

concluding the opposite. 

 

GDP v. Corn 

  

The predictor v. fits plot is better for this variable.  There is a grouping of residuals to the 

extreme left, but others appear to bounce randomly around the zero average line.   However, the 

variation could improve and there is one outlier.  We reject the null hypothesis that error terms have a 

normal distribution, concluding the opposite. 

 

 

Do these variables even reduce the variability in the predicted state GDP?  If we determine that 

they should be included in a model, we will also have to transform variables to improve the average and 

variation of the residuals as well as ensure the normality of the error distribution. 

Some possible transformations are: 

 ln(Foreign Presence) 
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 e(-Corn) 

 ln(Soy) 

 1/Municipalities 

 

I would also like to see the Population  and Ocean Port variables with and without their outlier. 

 

We will see if the transformed predictor variables produce better Residual v. Fits and Ryan-Joiner 

Normality plots.  Below are the untransformed and transformed versions: 

GDP v. Foreign Presence (before and after transformation) 

 

  

  

The residuals versus fit plot greatly improves.  The average of the residuals remains 

approximately zero while the variation also appears to be relatively constant.  There are still two outliers 

(17 and 25) which should be flagged for further investigation.  There are for the Federal District and São 

Paulo respectively.   

The results for the Ryan-Joiner Normality plot also improve.  We fail to reject the null hypothesis 

that the error terms have normal distribution. 
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GDP v. Soy (before and after transformation) 

  

  

 

The natural log transformation of the soy predictor variable does a good job at making the 

residual variance constant.  The average of the residuals remains approximately zero with the 

appearance of one outlier.  The error terms are now considered to be normally distributed. 
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GDP v. Municipalities (before and after transformation) 

  

      as 1/Municipalities 

     as –(ln(Municipalities) 

I am resolving to not transform the municipalities predictor variable since the transformations 

attempted do not yield significant improvements, albeit the –(ln(Municipalities) produces a much 

between average and variation for the residuals than 1/Municipalities. 

The transformation for the corn predictor variable also did not improve the residual average and 

variation.   

We can explore the possibility of population and ocean port contributing to the existence of 

influential points after we build the model. 
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I will try to build the model using two techniques, the forward stepwise regression method and 

then the best fits method. 

I run the individual regressions of the GDP against each predictor variable (or its successful 

transformation).  The alpha to enter and remove is determined as 0.15. 

 

 

GDP v. Population 

Term           Coef  SE Coef  T-Value  P-Value   VIF 

Constant     -56134    19033    -2.95    0.007 

Population  0.02771  0.00175    15.82    0.000  1.00 

 

GDP v. ln(Foreign Presence) 

Term                    Coef  SE Coef  T-Value  P-Value   VIF 

Constant              -14562    92856    -0.16    0.877 

ln(Foreign Presence)  119514    42877     2.79    0.013  1.00 

 

GDP v. Corn 

Term       Coef  SE Coef  T-Value  P-Value   VIF 

Constant  87203    55569     1.57    0.129 

Corn       24.7     15.0     1.65    0.112  1.00 

 

GDP v. ln(Soy) 

Term       Coef  SE Coef  T-Value  P-Value   VIF 

Constant  23420   315180     0.07    0.942 

ln(Soy)   21516    41364     0.52    0.611  1.00 

 

GDP v. Municipalities 

Term              Coef  SE Coef  T-Value  P-Value   VIF 

Constant        -16664    53685    -0.31    0.759 

Municipalities     758      187     4.05    0.000  1.00 

 

GDP v. Ocean Port 

Term              Coef  SE Coef  T-Value  P-Value   VIF 

Constant        -16664    53685    -0.31    0.759 

Municipalities     758      187     4.05    0.000  1.00 

 

The p-values for the predictors population, municipalities,  and ocean port are all rounded to 

0.000.  We can use the absolute values of their t-statistics to figure out which has the smallest p-value.  

For this data set, the predictor variable population is the best choice and should be included in our 

model. 
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We try to create a two-predictor variable model next: 

GDP v. Population, ln(Foreign Presence) 

 

Term                     Coef  SE Coef  T-Value  P-Value   VIF 

Constant               -77538    33129    -2.34    0.033 

Population            0.02675  0.00250    10.71    0.000  1.39 

ln(Foreign Presence)    19278    17726     1.09    0.294  1.39 

 

GDP v. Population, Corn 

Term           Coef  SE Coef  T-Value  P-Value   VIF 

Constant     -53594    20336    -2.64    0.014 

Population  0.02798  0.00190    14.69    0.000  1.14 

Corn          -2.11     5.16    -0.41    0.687  1.14 

 

GDP v. Population, ln(Soy) 

Term           Coef  SE Coef  T-Value  P-Value   VIF 

Constant      26417    92740     0.28    0.780 

Population  0.02882  0.00236    12.19    0.000  1.05 

ln(Soy)      -12282    12483    -0.98    0.343  1.05 

 

GDP v. Population, Municipalities 

Term               Coef  SE Coef  T-Value  P-Value   VIF 

Constant         -34869    18491    -1.89    0.071 

Population      0.03282  0.00239    13.71    0.000  2.38 

Municipalities   -278.3     99.3    -2.80    0.010  2.38 

 

GDP v. Population, Ocean Port 

Term           Coef  SE Coef  T-Value  P-Value   VIF 

Constant     -51575    21271    -2.42    0.023 

Population  0.02799  0.00186    15.06    0.000  1.09 

Ocean Port    -4000     7805    -0.51    0.613  1.09 

 

There is no noticeable increase in the p-value for population.  The third model with 

municipalities falls below our threshold at alpha = 0.15.  Therefore it is included in the model. 

The adjusted R2 value is 92.58%, meaning that the existence of these two predictor variables 

accounts for a 92.58% reduction in variability of state GDP. 
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We can attempt to add a third predictor variable to the model: 

GDP v. Population, Municipalities, ln(Foreign Presence) 

Term                     Coef  SE Coef  T-Value  P-Value   VIF 

Constant               -40949    32428    -1.26    0.227 

Population            0.03271  0.00327    10.01    0.000  3.16 

Municipalities           -290      119    -2.44    0.029  2.43 

ln(Foreign Presence)     9181    15926     0.58    0.573  1.49 

 

GDP v. Population, Municipalities, Corn 

Term               Coef  SE Coef  T-Value  P-Value   VIF 

Constant         -36769    18249    -2.01    0.056 

Population      0.03350  0.00241    13.90    0.000  2.49 

Municipalities     -366      118    -3.11    0.005  3.45 

Corn               7.13     5.33     1.34    0.194  1.66 

 

GDP v. Population, Municipalities, ln(Soy) 

Term               Coef  SE Coef  T-Value  P-Value   VIF 

Constant         -24841    81020    -0.31    0.764 

Population      0.03538  0.00330    10.71    0.000  2.88 

Municipalities     -383      154    -2.49    0.028  3.42 

ln(Soy)            1179    11851     0.10    0.922  1.33 

 
GDP v. Population, Municipalities, Ocean Port 

Term               Coef  SE Coef  T-Value  P-Value   VIF 

Constant         -22238    20645    -1.08    0.293 

Population      0.03401  0.00253    13.43    0.000  2.74 

Municipalities     -309      101    -3.07    0.005  2.52 

Ocean Port        -9004     6910    -1.30    0.205  1.16 

 

Although the variables for corn and ocean port are close to our alpha to enter/exit value, they 

do exceed it.  Following the logic of the forward stepwise regression method, our model only has two 

predictor variables, population and municipality.   

We might also note that the multicollinearity between these two predictor variables is higher 

than for the other two predictor variable options. 

GDP v. Population, Municipalities 

Term               Coef  SE Coef  T-Value  P-Value   VIF 

Constant         -34869    18491    -1.89    0.071 

Population      0.03282  0.00239    13.71    0.000  2.38 

Municipalities   -278.3     99.3    -2.80    0.010  2.38 

 

Fortunately, the multicollinearity is surprisingly good, which may indicate that population does 

not necessary dictate how many municipalities exist in a state.  This investigation should be treated 

separately.  Minitab can also run the stepwise method for us: 
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Regression Analysis: GDP versus Population, Municipaliti, ln(Foreign P, Corn, 

ln(Soy), ...  

 
Method 

 

Rows unused  13 

 

 

Stepwise Selection of Terms 

 

α to enter = 0.15, α to remove = 0.15 

 

 

Analysis of Variance 

 

Source            DF       Adj SS       Adj MS  F-Value  P-Value 

Regression         2  1.25543E+12  6.27715E+11   128.48    0.000 

  Population       1  7.24094E+11  7.24094E+11   148.20    0.000 

  Municipalities   1  53409899572  53409899572    10.93    0.007 

Error             11  53744116227   4885828748 

Total             13  1.30917E+12 

 

 

Model Summary 

 

      S    R-sq  R-sq(adj)  R-sq(pred) 

69898.7  95.89%     95.15%      53.79% 

 

 

Coefficients 

 

Term               Coef  SE Coef  T-Value  P-Value   VIF 

Constant          -6627    29446    -0.23    0.826 

Population      0.03622  0.00298    12.17    0.000  2.70 

Municipalities     -422      128    -3.31    0.007  2.70 

 

 

Estimated Regression Equation 

 

E(GDP) = -6627 + 0.03622(Population) – 422(Municipalities) 

 

 

Fits and Diagnostics for Unusual Observations 

 

Obs      GDP      Fit    Resid  Std Resid 

  2   154340   325043  -170703      -2.56  R                (Bahia) 

 25  1247596  1215685    31911       2.19  R  X             (São Paulo) 

 

R  Large residual 

X  Unusual X 
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We can use the best subsets method as an alternative: 
 

Best Subsets Regression: GDP versus Population, Municipalities, ...  

 
Response is GDP 

14 cases used, 13 cases contain missing values 

 

                                                l 
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                                              i n 

                                            P c       O 

                                            o i P     c 

                                            p p r     e 

                                            u a e   l a 

                                            l l s   n n 

                                            a i e   ( 

                                            t t n C S P 

                                            i i c o o o 

             R-Sq    R-Sq  Mallows          o e e r y r 

Vars  R-Sq  (adj)  (pred)       Cp       S  n s ) n ) t 

   1  91.8   91.1    67.0      8.9   94496  X 

   1  40.6   35.6     0.0    127.0  254597    X 

   2  95.9   95.1    53.8      1.5   69899  X X 

   2  92.8   91.5    66.4      8.6   92567  X   X 

   3  96.3   95.2    33.3      2.5   69536  X X X 

   3  96.2   95.0    54.3      2.9   70972  X X   X 

   4  96.6   95.0    33.6      3.9   70695  X X X X 

   4  96.5   94.9    54.9      4.1   71344  X X   X X 

   5  97.0   95.1    35.4      5.0   70516  X X X X X 

   5  96.6   94.5    28.3      5.9   74708  X X X X   X 

   6  97.0   94.4    29.1      7.0   75363  X X X X X X 

 

 

 

In this case the best subsets method gives us important incite in the bias in the predicted 

response when we use population as in the single linear regression model.  Mallows’ Cp-statistic 

indicates that there is a substantial bias with a value of 8.9.  By adding an additional predictor variable, 

municipalities, the Cp-statistic value is 1.5, less than the parameter count of 3.  A sampling error may 

exist, but we can interpret the result as having no bias.  The additional improvements to the R2 adjusted 

value and Cp-statistic are either very small are in the wrong direction.  The best subsets method confirms 

that our two predictor variable model with population and municipalities is the best option out of the 

variables that we considered. 

 

We can analyze the residual v. fits and normality plots for the two-predictor variable model. 



 

16 
 

  

The results are not very satisfactory.  Even if we consider the average of the residuals to be 

approximately zero, the variation of these residuals does not appear to be constant.  There is a grouping 

of data in the extreme left-hand corner of the residual v. fits plot. 

The normality plot indicates a slight kurtosis.  The normal distribution of the error terms is in 

question. 

We might not have considered another predictor variable that would have helped with the 

“LINE” diagnosis.   

However, we also did not try to transform the response variable.  I will try to regress ln(GDP) 

against population and municipalities. 

Regression Analysis: ln(GDP) versus Population, Municipalities  

 
Analysis of Variance 

 

Source            DF   Adj SS   Adj MS  F-Value  P-Value 

Regression         2  27.8855  13.9428    24.03    0.000 

  Population       1   8.0566   8.0566    13.88    0.001 

  Municipalities   1   0.5251   0.5251     0.90    0.351 

Error             24  13.9277   0.5803 

Total             26  41.8132 

 

 

Model Summary 

 

       S    R-sq  R-sq(adj)  R-sq(pred) 

0.761789  66.69%     63.91%      25.03% 

 

 

Coefficients 

 

Term                Coef   SE Coef  T-Value  P-Value   VIF 

Constant          10.094     0.212    47.69    0.000 

Population      0.000000  0.000000     3.73    0.001  2.38 

Municipalities   0.00108   0.00114     0.95    0.351  2.38 

 

The p-value for municipalities changes to a value larger than alpha = 0.15.  Our adjusted 
coefficient of determination also drops considerably to 63.91%.  We drop municipalities from the model 
containing the transformed response variable GDP.   
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This the residual v. fits and normal probability plots for the GDP v. Population, Municipalities 
 

  

This the residual v. fits and normal probability plots for the ln(GDP) v. Population, Municipalities 
 

  

The variance and average of the residuals is much better when we use a transformed version of 

GDP.  However, another problem is introduced.  Can we make sense of the estimated single predictor 

regression equation? 

 

Esimated Regression Equation 

 

E(ln(GDP)) = 10.176 + 0.000000(Population) 

 

The population may be statistically significant, but does the slope coefficient of population is not 

helpful.  We assume that the true value is not “0”, however with the given information this cannot be 

confirmed.  We also know that there is not a deterministic relationship between ln(GDP). 

Further investigation is needed.  We should also consider the possibility that we did not include 

the best predictor variable candidates or did not recognize a more appropriate variable transformation. 


